Pattern Recognition of Chemical Fingerprints
from Large-Scale Databases of Molecules and
Reactions

Neo Christopher Chung*, Blazej Miasojedow, and Anna Gambin

Institute of Informatics, University of Warsaw

Abstract Chemical fingerprints represent molecules and reactions based
on physical properties or hash functions, in order to facilitate quantitative
evaluation and comparison. Using large-scale fingerprint data, we present
how unsupervised pattern recognition reveals systematic variation and
enables efficient classifications. We applied principal component analysis
(PCA) and multiple correspondence analysis (MCA) on 471,208 binary
fingerprints, where a relatively small number of eigenvectors capture
a large proportion of variation. Subsequently, the Partitioning Around
Medoids (PAM) algorithm is used to automatically classify fingerprints
based on reduced bases. Overall, systematic structures underlying fin-
gerprints are highly informative for downstream classification, database
search, and feature engineering.
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1 Introduction

Molecules and reactions are routinely represented by fingerprints that are cal-
culated based on structural elements or hash functions. Fingerprints enable
quantitative evaluation, database search, and large-scale classifications. Chemical
fingerprints are quantitatively compared using pair-wise similarity measures [1,11]
and subsequently used for similarity-based screening [5,7]. With a rapidly in-
creasing number of molecules and reactions available, we are interested in moving
beyond pair-wise similarities and extracting the latent structures underlying
chemical fingerprints. We present a coherent framework and practical solutions
for pattern recognition in large-scale fingerprint data.

Specifically, we analyzed a dataset of 471,208 chemical reactions. Firstly,
we applied principal component analysis (PCA) on the raw binary data, which
demonstrated the feasibility of our approach and helped approximate the dimen-
sions of the latent structure. Secondly, we normalized the fingerprint database
with estimated probabilities of on-bits and applied multiple correspondence anal-
ysis (MCA). As a proof of concept, we used a K-medoid clustering algorithm to

* Correspondence: nchchung@gmail.com



2 Neo Christopher Chung, Blazej Miasojedow, and Anna Gambin

(a) (b) (c)

5
o
é N o S
— ™ 7 ©
S
[Te] =
~ S I 0
. 2 g 8
s S Q 5 T
N W ]
g Z 94 £ o
T g a A a 9 |
g 1 £ 9
8 S 5 ! -
2 [ .
% o -.
o o = a | .
¢ i o 7 ~
= T T T T T T T T T T T T T T T T T
0 200 400 600 800 0 200 400 600 800 00 02 04 06 08 1.0
PC PC Column Sums /n

Figure 1. PCA of the raw fingerprint data. (a) a scree plot for eigenvalues in a descending
order; (b) percent variation explained by PCs; (c¢) column means effects.

classify reactions in reduced and transformed “eigen-bit” bases. In the process, we
drew direct connections between PCA and MCA, both of which utilize singular
value decomposition (SVD), in the context of chemical fingerprints.

2 Data

Among 514,723 literature-based chemical reactions (Courtesy of GSI, Inc.) in
the Simplified Molecular Input Line Entry System (SMILES) format, we filtered
out 43,515 because of missing/ambiguous Kekule representations. Chemical
Development Kit was used to transform SMILES notations of n = 471,208
chemical reactions into standard fingerprints of length m = 1024 bits [10]. We
considered two derived datasets, (a) molecular fingerprints from reactants and
(b) reaction fingerprints by combining reactants and products with OR gates.

Both datasets form 471208 x 1024 matrices, with binary entries. Although we
consider 1024-bit fingerprints based on a hash function, our approach is applicable
to a wide range of categorical fingerprints that account for atomic properties or
chemical substructures [4] or utilize a range of compression/integration algorithms
to create different reaction fingerprints [9].

3 Principal Component Analysis

The fingerprints for molecules and reactions are binary vectors of various lengths.
Suppose we have n chemical fingerprints, forming a n x m matrix Y. A row y,.
represents a i vector of m-bits fingerprints, whereas a column y. ; corresponds
to j*! bit calculated for n chemical samples. Principal components are obtained
by applying singular value decomposition (SVD) on Y:

Y =UDVT,
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Figure 2. Pair-wise scatterplots of the top 3 eigen-bits from applying MCA to reaction
fingerprints. The subsampling-based Partitioning Around Medoids (PAM) algorithm is
applied to each pair, where the number of clusters is determined by the optimal average

silhouette width. Clusters are denoted by different colors.

where a n X m matrix U consists of m left singular vectors, a diagonal m x m
matrix D contains m singular values, and a m X m matrix V7T is composed of m
right singular vectors. Singular vectors are naturally constructed in a descending
order of singular values in D. Note that singular vectors of Y may equivalently
be obtained from eigen-decomposition of n=*YTY.

When applied on n = 471, 208 molecular fingerprints, we found that the first
PC captures a substantial amount of variation (31.7%) and eigenvalues drop
quickly afterwards (Fig. 1(a-b)). The top 100 PCs cumulatively explained 74.1%
of variation!. The Kaiser rule [2] based on the mean eigenvalue suggests 130
non-trivial PCs, whereas the optimal coordinates algorithm [8] retains 116 PCs.

As expected, the first PC is highly correlated with means of columns, with an
absolute Pearson correlation statistics of 0.997 (Fig. 1(c)). To remove the mean
effect, the binary fingerprint data can be normalized or the intercept term is
introduced in a regression framework. PCA of n = 471, 208 reaction fingerprints
provided similar results, where the first PC captures 32.5% of variation and the
top 100 PCs 72.7%.

4 Multiple Correspondence Analysis

The use of matrix decomposition for pattern recognition in categorical data has
been an active area of research in statistics [6]. Particularly, MCA is developed
to detect underlying latent structures in nominal categorical data. Because there
have been several independent derivations that provide equivalent results, MCA
has also been called optimal scaling/scoring, homogeneity analysis, scalogram
analysis, and others. Essentially, MCA utilizes a column-wise scaling by estimated
probabilities and subsequently singular value decomposition (SVD) and related
methods to achieve [D1]factors and their loadings.

! This estimation is done with eigenvalues; 100 * lei(; d? / 232214 d?. Since fingerprints
are binary values, it should be taken with caution.
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For each bit y ; (j = 1,...,m), we calculate a probability of on-bits (e.g.,
yij=1),pj=n"t>y. ;- This enables column-wise normalization as follows,

yikj - & —1.

bj
This can be seen as scaling or normalizing fingerprints, especially considering m
bits are arbitrary categorical representations of molecules/reactions.

SVD is then applied to n = 471, 208 normalized molecular fingerprints, i.e.,
Y* = U*D*V*T. The mean effect is removed, since we scaled the fingerprint data
with estimated probabilities of on-bits p. We can capture major variation across n
fingerprints with the top few left singular vectors which we call “eigen-bits”. The
1th eigen-bit is a linear combination of m bits that minimizes the total squared
reconstruction error. Similarly, the top few right singular vectors can efficiently
capture systematic variations in n fingerprints, such that these “eigen-fingerprints”
may be seen as highly informative pseudo-fingerprints for the chemical molecules
or reactions considered.

We applied MCA on reaction fingerprints to obtain the top 3 eigen-bits, which
are used to cluster with the subsampling-based Partitioning Around Medoids
(PAM) algorithm [3]. To emphasize the relative importance of orthonormal eigen-
bits, they are weighted by corresponding eigenvalues of 2.8 x 108, 1.1 x 108 and
0.8 x 108. For comparison, the mean eigenvalue is only about 8.5 x 10°. Each pair
among the top 3 eigen-bits is separately used for classification, after the number
of clusters was determined by the optimal average silhouette width [3]. Figure 2
visualizes the top 3 eigen-bits, where different colors correspond to clusters. It
is substantially faster to compute than using the original 1024-bit fingerprints
across 471,208 reactions, while retaining most of the information.

5 Discussion

Users of large-scale fingerprint databases can utilize modern statistical learning
methods to improve evaluation and classification of molecules and reactions.
We demonstrated how unsupervised pattern recognition can be achieved in this
context and analyzed 471,208 chemical fingerprints with PCA, MCA, and related
methods. Particularly, we demonstrate that the major variation is captured by a
limited number of eigen-bits.

Classification on reduced bases allows different aspects of the major variation
to be selectively highlighted. This could help create intuitive visualization and aid
feature engineering for statistical and machine learning algorithms. Furthermore,
pattern recognition of fingerprints leads to novel similarity scores based on
eigenvectors that may complement conventional pair-wise comparison. On the
other hand, given that fingerprints are binary values, the future work may
probabilistically model bits as drawn from a Bernoulli distribution and move
towards factor analysis perspectives.
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